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Abstract. In this paper we study a particular attack that may be
launched by cooperating organisations in order to link the transactions
and the pseudonyms of the users of an anonymous credential system.
The results of our analysis are both positive and negative. The good
(resp. bad) news, from a privacy protection (resp. evidence gathering)
viewpoint, is that the attack may be computationally intensive. In parti-
cular, it requires solving a problem that is polynomial time equivalent
to ALLSAT. The bad (resp. good) news is that a typical instance of this
problem may be efficiently solvable.

1 Introduction

Anonymous credential or ‘pseudonym’ systems enable a user to interact with
organisations using distinct pseudonyms that hide their relation to each other
and to the user’s identity. In particular, the user can obtain a credential (a
statement of a designated type that attests to one or more of his attributes)
using one of his pseudonyms from one organisation and then ‘show’ it to another
organisation using a different pseudonym, such that transactions of issuing and
showing credentials do not reveal the identity of the user. Pseudonym systems
must prevent users from showing credentials that have not been issued (i. e. they
must guarantee ‘credential unforgeability’), and prevent users from pooling their
credentials (for example, to collectively obtain a new credential that each user
individually would not be able to). This latter property is usually referred to as
‘credential non-transferability’ (see, for example, [2,11]). Note that a number of
pseudonym systems have been proposed in the literature (e.g. [2-6,9,12,15]).

As a result of the property of credential non-transferability, it is possible
for cooperating organisations to link user transactions based on the type of the
credential. If, for example, only one credential is ever issued with a particular set
of attributes, i.e. type, then clearly all credential showings containing this set of
attributes can be linked to each other because they must have been initiated by
a single user.
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In this paper, we extend the above simplistic observation to the setting with
arbitrarily many users, pseudonyms, and credential types. We show that linking
transactions and pseudonyms in this setting requires solving an NP-complete
problem. Moreover, we show that linking pseudonyms and transactions in all
permissible ways is polynomial time equivalent to ALLSAT, i.e. the problem of
enumerating all boolean assignments that satisfy a given boolean formula [7].
We stress that linking transactions and pseudonyms in this way does not require
breaking any cryptographic properties of the underlying system.

The rest of the paper is organised as follows. The next section briefly overviews
related work. Section 3 describes our attack and Section 4 provides an analysis
of its complexity. Finally, Section 5 concludes.

2 Related work

In [8], Kesdogan, Agrawal, and Penz present the ‘disclosure’ attack which may
be launched against a MIX network, and which bears certain similarities to our
‘consistent view’ attack. In particular, in both attacks, the adversary collects
information during the normal operation of the system and then, based on this
information, tries to defeat a certain user privacy property that the system is
meant to protect. However, the MIX network model that is used in [8] cannot
be directly applied to the setting of anonymous credential systems due to the
inherent differences of the two types of system. A few notable differences between
the disclosure attack and the consistent view attack that arise as a result of this
incompatibility are the following.

— The disclosure attack is a traffic analysis attack where senders and recipi-
ents are typically identified by the use of network layer identifiers (e.g. IP
addresses). In the consistent view attack, by contrast, users are identified
based on application layer identifiers, i.e. pseudonyms.

— The disclosure attack is on the anonymity of users, while the consistent view
attack is on the unlinkability of the pseudonyms and transactions of users
(see, for example, [14] for a treatment of these two types of attack).

— The adversary of the disclosure attack is an external player. In the consistent
view attack it is an internal player, i.e. a set of cooperating organisations.

— In the disclosure attack, the adversary is required to read all the messages
that enter and leave the MIX network. The consistent view attack, by con-
trast, is based on data that is typically found in the audit records of the
system, i.e. it does not require the adversary to acquire data from the net-
work.

3 The attack

Our attack is based on the following assumptions. We assume that the system’s
lifetime is limited, i. e. that only a finite number of events occur. We also assume
that no two users have the same pseudonym, and that the pseudonym system has



the ‘credential non-transferability’ property (or, equivalently, that the system
has the ‘credential unforgeability’ property and that users do not share their
credentials).

In order to describe the attack, we require some notation. We denote by P
and T the finite sets of pseudonyms and credential types, respectively, that are
used in the system. Due to our assumption that no two users have the same
pseudonym, there exists a partition @Qq,...,Qr C P that divides the set of
pseudonyms P into as many equivalence classes (i.e. disjoint subsets) as there
are users in the system, such that, for all 1 < j < k, the class @); contains only
the pseudonyms of the user j. We write p = ¢ if p,q € P belong to the same
class with respect to a partition of P.

The adversary A in our setting is a subset of cooperating organisations and
proceeds in two consecutive phases, namely the ‘learning phase’ and the ‘linking
phase’. We now describe these phases.

Learning phase: As users obtain and show credentials during the lifetime of
the system, A creates and maintains records, as follows. For each issuing and
showing event that occurs, A records the pseudonym that was used, the type
of the credential, and the type of the event (i.e. issuing or showing). We call
the resulting collection of records, the ‘history file’ H. Formally, H is a finite
list. The entries of H are of the form (p,t,event) € P x T x {issue, show}.
Note that, as a result of the ‘credential unforgeability’ property of the un-
derlying pseudonym system, for every (p,t, show)-entry in H there exists at
least one preceding (g, t, issue)-entry. Also note that A does not get to know
the identities of the users; A only sees their pseudonyms'.

Linking phase: A examines the recorded history file H and divides the pseudo-
nyms into equivalence classes. The result of this phase is a set of partitions
of P that all satisfy the constraints implied by the events of issuing and
showing in the history file H. In the optimal case, A is able to uniquely link
the pseudonyms and the transactions that occur in H.

We require some more notation, as follows. A partition of P is called H-
consistent if and only if, for each (p,t,show) € H, there exists a preceding
(q,t,issue) € H such that p = ¢ with respect to this partition. In this case, H
is also said to admit the partition. The H-consistent partitions represent all the
information, in an information-theoretical sense, that A can extract from the
history file H.

The partition of P that contains a single element equal to P is always H-
consistent and is called the trivial partition. Note that, since we assume that the
pseudonym system has the ‘credential non-transferability’ property, there exists
an H-consistent partition that divides P into exactly those equivalence classes
that correspond to the users in the attacked system.

! In the sequel we assume that all pseudonyms in P appear in H, i.e. we ignore the
case where pseudonyms have been established in the system but have not been used
to obtain or show a credential.



We now define the LINKING problem, which A must solve in the linking
phase.

Definition 1. (LINKING) On input H, obtained from the learning phase, out-
put descriptions of all non-trivial H-consistent partitions of P.

If an adversary that solves LINKING outputs only a single partition, then it
has unambiguously linked all pseudonyms and transactions in the system. If an
adversary that solves LINKING does not output any partitions, then the only
‘H-consistent partition is the trivial one. This represents the scenario where all
pseudonyms belong to a single user.

Remark 1: In practical terms, the learning phase is a timing attack where
the cooperating organisations maintain clocks that are sufficiently synchronised
to enable them to unambiguously establish the order of events that occur in the
system and keep records. Then they proceed to the linking phase. Although, as
we show below, this may be a resource intensive task, cooperating organisations
are in an advantageous position as they can, by definition, pool their resources.

Remark 2: Using the attack, organisations can link different pseudonyms of
a single user. In theory, the identity of this user remains unknown. In practice,
however, the anonymity of this user may be affected since, if one pseudonym
p can be associated with the user’s real identity, then all pseudonyms that are
linked to p can be associated with that identity, too.

Remark 3: While some pseudonym systems permit users to show a cre-
dential an arbitrary number of times (e.g. [2]), others impose an upper limit
on the number of times that a credential may be shown. In [5], for example, a
credential may be shown only once without loss of unlinkability. Moreover, cer-
tain anonymous credential systems enable users to ‘selectively disclose’ a subset
of the attributes that are encoded into a credential (e.g. [1]). It follows from
the construction of our reduction that our attack applies to all above types of
anonymous credential system.

4 The complexity of the linking phase

In this section we show that LINKING is polynomial time equivalent to ALLSAT,
i.e. the problem of enumerating all satisfying truth assignments of a given
boolean formula. First, we prove that the problem of deciding whether or not
a given history file admits a non-trivial partition, is NP-complete. We call this
problem the ‘decision version’ of LINKING.

Definition 2. (DV — LINKING) Given a history file H, obtained from the lear-
ning phase, decide whether or not a non-trivial H-consistent partition exists.

Theorem 1. DV — LINKING is NP-complete.

In order to prove this theorem, we provide a polynomial time reduction of
CIRCUIT SATISFIABILITY, as defined in [13, p. 328], to DV — LINKING.
We assume that the input and the output of the reduction is encoded in a



‘reasonable’ way, i.e. that the length of the encoding of a boolean circuit is
polynomially bounded in the number of its inputs, gates, and interconnecting
wires, and that the length of the encoding of the history file is polynomially
bounded in the number of pseudonyms, credential types, and events in the list.
Furthermore, we assume that boolean circuits are acyclic and consist only of
gates of type NAND where each gate has two inputs. The above assumptions
are made without loss of generality (see, for example, [10,13]).

Given a description of a boolean circuit, our reduction generates a history
file where each (p, t, show)-entry is preceded by a (g, t, issue)-entry. In particular,
given the description of a circuit C' with n inputs, a single output, and m inter-
connecting wires (excluding the inputs and the output), the reduction generates
a history file H¢ in which the set of pseudonyms that appear is

P ={iny,...,in,,wy,..., Wy, out, true, false}, (1)

where inq, ..., in, correspond to the inputs of C, w1, ..., w,, to its interconnect-
ing wires, and out to its output. The pseudonyms true and false are auxiliary
pseudonyms that are used for the representation of boolean values.

The history file H¢ is constructed in a way that guarantees that, if it admits a
non-trivial Hc-consistent partition, this partition will have exactly two elements
Q1,Q2 C P where true € Q1, false € Q2, and that, therefore, for all p € P, either
p = true or p = false. Furthermore, for all such partitions, setting the inputs
of C that correspond to pseudonyms in ()1 to ‘true’ and the remaining inputs
(i.e. those that correspond to pseudonyms in @) to ‘false’ yields a satisfying
truth assignment for C.

The history file He consists of two parts, namely the ‘setup’ part and the
‘main’ part. The setup part is constructed using the setup algorithm which is
shown in Figure 1. Note that this algorithm generates 3(n-+m)+2 entries in H¢,
and that the amount of different types appearing in these entries is n +m + 1.

Lemma 1. The entries in the setup part of Ho ensure that any non-trivial Ho-
consistent partition has exactly two elements Q1,Q2 C P with true, out € @1
and false € Q.

Proof. 1t follows from the entries that are added to H¢ in Step 4 of the setup
algorithm that, for all p € P — {out}, either p = true or p = false. Consider
an He-consistent partition Qq, ..., Q C P. If the partition is such that true =
false, then p = true = false for all p € P. Thus, the partition is the trivial
partition @; = P. If the partition contains two sets @1, Q2 C P with true € (1
and false € Q2, then, since either p = true or p = false for all p € P — {out}, it
follows that @1 U Q2 = P. Moreover, the entries added to H¢ in Step 6 imply
that out = true. The result follows. a

The main part of He encodes the gates in C. We first describe an algorithm
that encodes a single NAND-gate G into H¢, and leave the encoding of the
entire circuit for later.

As determined by the setup algorithm, each gate G is associated with three
pseudonyms. Let a,b € P be the pseudonyms that correspond to the two inputs



Setup algorithm (input: a description of a boolean circuit C):

1.

w

of G and ¢ € P be the pseudonym that corresponds to its output. The NAND-
gate algorithm, shown in Figure 2, adds entries for the encoding of G to the main
part of He. It is assumed that the algorithm runs after the setup algorithm has
completed.

Generate the set of pseudonyms P according to Equation 1 and

uniquely assign each pseudonym (except true and false) to either

an input, an interconnecting wire, or the output of C, as described

above.

Generate the set of types T' = {t1,. .., tam+tnta}-

Start with an empty list Hc and set the global counter ¢ < 0.

For each p € P — {true, false, out} do the following.

(a) Increase i by one.

(b) Append the three entries (true,t;, issue), (false, t;, issue), and
(p, ts, show) in this order to Hc.

Increase ¢ by one.

Append the entries (out, t;, issue) and (true,t;, show) in this order

to He.

Figure 1: Generation of the setup part of H¢

NAND-gate algorithm (input: pseudonyms a, b, ¢ that are associated
with a gate G, a history file H¢, a counter value 3):

1.

Increase ¢ by one.

2. Append the three entries (a, t;, issue), (c, t;, issue), (true, t;, show)

Note that the NAND-gate algorithm generates 10 entries in which three

in this order to He.

Increase ¢ by one.

Append the three entries (b, t;, issue), (c, ts, issue), (true,t;, show)
in this order to Hce.

Increase ¢ by one.

Append the four entries (a,t;,issue), (b,ts,issue), (c,ti,issue)
(false, t;, show) in this order to Hc.

Figure 2: Generation of the encoding of a NAND-gate

different types appear.

Lemma 2. The entries generated by the NAND-gate algorithm, together with
the entries generated by the setup algorithm, encode gate G into Hcg, i.e. they
ensure that, for all non-trivial He-consistent partitions, it holds that ¢ = false

if and only if a = b = true.



Proof. By Lemma 1 it follows that, for any given non-trivial Hc-consistent par-
tition of P and for all p € {a,b,c}, either p = true or p = false. Furthermore,
the entries that are generated by the NAND-gate algorithm enforce that each of
the sets {a,c} and {b, c} contains at least one element that is equivalent to true,
and that at least one element in {a, b, ¢} is equivalent to false.

We now show that all non-trivial Hc-consistent partitions of P are such
that the pseudonyms a,b and c are equivalent with either true or false in a
way that is consistent with the boolean behaviour of G. Consider any such
partition. If a = b = true, then the last four entries imply that ¢ = false. Also,
no contradiction arises from the first six entries. Since ¢ = false, the behaviour
of G is correctly encoded in this case. In all other cases (i.e. if a = b = false
or if a # b), the first six entries imply that ¢ = true. Also, no contradiction
arises from the last four entries. Since ¢ = true, the behaviour of G is correctly
encoded in these cases as well. ad

The encoding of the entire circuit C' into H¢ amounts to calling the NAND-
gate algorithm for each gate G in C' in turn, and setting the pseudonyms a,b
and c to those that correspond to G, as this correspondence was determined by
the setup algorithm. Note the total number of gates in the circuit is m + 1: one
for each interconnecting wire, plus one output gate. This results in 10(m + 1)
entries in the main part of He, where 3(m + 1) different types appear. Thus,
the total amount of entries in H¢ is 13m + 3n + 12, and the total amount of
different types that appear is 4m + n + 4.

We can now prove Theorem 1.

Proof. There exists an obvious polynomial time algorithm that, given a partition
of P and a history file H, checks whether or not the partition is consistent with
all events in H. Thus, DV — LINKING € NP.

By Lemma 1, the setup part of H¢ makes sure that all non-trivial He-
consistent partitions of P are such that all pseudonyms that are associated
with the inputs and the interconnecting wires of C' are either equivalent to true
or false. Furthermore, the pseudonym that corresponds to the output of C is
equivalent to true. By Lemma 2, it can be proven using induction on the num-
ber of gates in C' that the main part of Heo guarantees that all non-trivial He-
consistent partitions are such that the pseudonyms are either equivalent to true
or false in a way that is consistent with the boolean behaviour of the circuit.
Thus, DV — LINKING is NP-complete. a

It follows from the construction of our reduction that the partition of the
pseudonyms ingy, .. ., in,, which correspond to the inputs of the circuit, uniquely
determines the partition of all other pseudonyms in the system, in accordance
with the boolean behaviour of the circuit. Therefore, there exists a one-to-one
correspondence between the non-trivial Hc-compliant partitions and the satis-
fying truth assignments for the circuit.

By a standard complexity-theoretical argument, the algorithm for the veri-
fication of the non-trivial H-consistency of a given partition can be efficiently



transformed into a family of boolean circuits of polynomial size. We thus arrive
at the following corollary.

Corollary 1. LINKING is polynomial time equivalent to ALLSAT.

5 Conclusion

In this paper we studied the ‘consistent view’ attack that may be launched by
cooperating organisations in order to link the transactions and the pseudonyms
of the users of an anonymous credential system. The attack is based on the
information in a ‘history file’ that describes the events that take place during
the lifetime of the system. We showed that extracting all the information from
such a history file is polynomial time equivalent to solving ALLSAT, by providing
a polynomial time reduction. This, however, is a statement about the worst-case
complexity of the attack. Our reduction produces history files that are unlikely
to be similar in structure to the history files of real-world pseudonym systems; in
a typical real-world scenario, extracting all the information from the history file
is therefore likely to be significantly more efficient than polynomial equivalence
to ALLSAT might suggest. Moreover, since LINKING can be formulated as an
instance of ALLSAT, the adversary can use state-of-the-art SAT solvers [7, 16].

Unfortunately, making more precise statements about the complexity and
the efficiency of our attack in a real-world scenario requires making assumptions
about the behaviour of the users in the system. It is conceivable that there
may exist certain user strategies that lead to history files that, with at least
non-negligible probability, make the ‘consistent view’ attack computationally
expensive. However, this is rather unlikely, as the existence of a generic strategy
could be used as the basis to prove that P # NP.

Studying the efficiency of the attack under a reasonable user behaviour model
is a subject for further research.
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